Using Email Mailing Lists to Approximate and Explore Corporate Social Networks
Shelly Farnham
Social Computing Group, MSR
One Microsoft Way 
Redmond, WA 98052
+110 (425) 706-6394
shellyf@microsoft.com

Will Portnoy
Computer Science and Engineering
University of Washington
AC101 Paul G. Allen Cntr, Box 352350

185 Stevens Way

Seattle, WA 98195-2350
+110 (206) 543-1695
will@cs.washington.edu

Andrzej Turski
Social Computing Group, MSR
One Microsoft Way
Redmond, WA 98052
+110 (425) 706-4934
andrzejt@microsoft.com
ABSTRACT
Online tools may facilitate knowledge exchange by allowing users to share information with others near them in their corporate social network.  We first explore the viability of using public, corporate mailing lists to automatically approximate corporate social relationships. We found that co-occurrence in mailing lists provided a good predictor of who works with whom.  We then developed Point to Point to allow users to explore networks through an interactive map.  We found in a user study that organizational distance, social status, and informal social connections had a meaningful impact on whom users would chose to meet for sharing knowledge. 
Categories and Subject Descriptors
H.5.3 [Information Systems]: Group and Organization Interfaces – collaborative computing, computer-supported cooperative work.
General Terms
Algorithms, Measurement, Design, Experimentation.
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1. INTRODUCTION

Collaboration and knowledge sharing is a central challenge in any organization that relies heavily on the development of its intellectual capital [20].  However, any collaboration or knowledge transfer across work groups depends on people’s awareness of who’s doing what in the organization, which becomes exponentially more difficult for larger companies.  The challenge to people in developing an awareness of activities in other groups is made more formidable by the dynamic, informal nature of many organizational project teams. 
In corporations with rapid structural changes, people increasingly rely on their interpersonal connections to collaborate with others and exchange knowledge across corporate boundaries [17].  Within organizations individuals are often a prime source of knowledge [1, 20], and knowledge management has as much to do with locating who knows what as with managing the knowledge itself [2, 17].   Research has shown that people actively use direct word of mouth to acquire the information they seek [6, 14].  As much as people care about the information, they care about developing long-term collaborative relationships with individuals throughout the corporation [17]. 
People commonly use the Internet and email to seek out people who are knowledge experts or project contacts [2].  In addition several knowledge management systems have explored how to support people’s tendency to seek out knowledge through people.  Referral Web, for example, uses co-occurrence of names in documents on the web to develop connections between people and then makes referrals through a chain of such connections [13].  The Expertise Recommender [16] allows users to employ a social network filter which sorts recommendations based on social distance in a network.  

Researchers are increasingly exploring how tools based on social networks may allow users to infer information about social structures, such as the centrality of a person in a network, the similarity between any two people, and clusters of people [21].  People, their relationships, network clusters and network patterns may be visualized for the user with a variety of methods [4, 5, 11, 19], the most common of which have been graph visualizations where people are represented by nodes in a web of interconnecting lines.  In the field of computer mediated-communication, network visualizations have been used in the domain of representing semantic similarity [18] and message adjacency [5, 7, 19] to allow people to navigate through information spaces.  

A common problem with many of these systems is the reliance on user-generated information about who knows whom, which must be maintained by the user if the system is to remain up to date [15].  Other systems have explored the viability of using personal email to automatically measure social networks [9], e.g., if Joan and Mark frequently exchange emails, they probably know each other.  These systems have the advantage of capturing the more dynamic nature of social relationships, however they are useful only to the one person who has access to that information from the inbox.  Another possible source of information for automatically inferring social relationships is email mailing lists.  Email mailing lists allow users to easily broadcast to groups of people by sending one email to one email address, which a central system then redistributes to the entire group.  People often subscribe to mailing lists through systems where membership information is made publicly available: corporate mailing lists, Usenet groups, Yahoo groups, etc.   
In first section of the following paper we explore the viability of using public, corporate mailing lists to approximate corporate social relationships.  More specifically, we ask to what extent do co-memberships in mailing lists indicate that two people actually know each other?   
In the second section of the paper, we describe a project, Point to Point, which allows users to find out how they are connected to other people in a corporate social network through an interactive map, as inferred from email mailing lists. We use Point to Point to test whether the similarity information encapsulated by the co-occurrence in email mailing lists has a meaningful impact on people’s likelihood of seeking out or sharing information with others. 
2. AUTOMATICALLY INFERRING WHO KNOWS WHOM THROUGH MAILING LISTS
Perhaps the greatest challenge to providing tools for exploring social networks is developing an appropriate measure of the relationships between pairs of people.  Ideally, we would have users report whom they knew, and how well.  However systems that rely on user-generated reports of their social connections are prone towards falling out of date, given the dynamic nature of social groups and the difficulty in repeatedly collecting such information from users. In a world without any privacy concerns, we would track email interactions to infer who knows whom in an organization.  However we are constrained to using publicly available information, such as found in the content of web sites or public directories, or through traffic patterns in public places such as hits on web pages and shares. 
We expected that in our organization public mailing lists would provide the best approximation of who’s likely to know whom, because they indicate who’s in communication with whom.  People typically create mailing lists for both formal work groups and more informal group projects.  The more two people work together, the more likely they are to be on many of the same mailing lists.  Anyone can create a mailing list at any time, and mailing lists expire after six months of non-use, so they are reasonably up to date.  Most work-related mailing list memberships are public, and the list of memberships may be viewed any anyone.  
In analyzing the company’s member directory system, which hold the mailing list membership information, we found that there were over 75,000 mailing lists, and that each person belonged to on average 11 mailing lists (SD = 9.0).   We expected that people would know each other more in smaller mailing lists than in larger mailing lists.  We found that most mailing lists were fairly small, with 65% of all mailing lists have 1-15 members, and 23% having 16-50 members.  People on average were connected to 224 unique people through mailing lists of 50 or less, and 34 people through mailing lists of 15 or less.  See Figure 1.
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Figure 1.  Frequency distribution, showing the count of mailing lists in the organization depending on the size of the mailing lists.

We developed a similarity measure between pairs of people to operationalize the likelihood that they know each other, based on measures used in related work to assess the degree of relationship in email networks [9].  As such, our first step was to filter out any mailing list with fifty or more people in it, on the assumption that co-membership in large groups was not a good indication that two people knew each other.  We further expected that the more people work together and have similar interests, the more they will tend to be on smaller mailing lists together. 

In sum, the connection, or similarity, between two people is measured by the extent to which they tend to co-occur in the same mailing lists.  If two people are very similar, their similarity will approach one.  If two people are very dissimilar, their similarity will be zero.  The impact of each mailing list on the similarity measure has a nonlinear adjustment depending on the size of the mailing list, such that co-memberships in smaller mailing lists (< 15) would lead to a higher similarity value. We expect that it is not as meaningful a connection to be in the same group with someone if that person is also in a lot of other groups. Therefore we normalize the similarity value between each pair of people by the number of mailing lists in which each person is a member separately, so that similarity is smaller if they are each in a large number of separate groups.  
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For each person, we produce an ordered list of who’s most similar, and in that list we also produce the degree of similarity between each pair.  Once we have selected the set of people most similar to the user, we may represent that to the user in a social map using a standard graph visualization, which uses a spring model (Kamada and Kawai [12]) to minimize the error between the similarity between every pair of people and the distances between that pair within the visualization.   See Figure 2.
Figure 2.  Social Map (names removed) with Standard Graph Visualization.  Focal person in center, most similar people placed around the focal person.

2.1 User Study 

Our similarity measure between people relied entirely on mailing list memberships.  We conducted a user test to assess whether our similarity measure provided an adequate approximation of who works with whom in the corporate environment.
2.1.1 Methods

30 male and 19 female company employees participated in the study in exchange for a free lunch.  People were on average 33 years of age, and had worked in the company for 3.6 years.  

We set up a booth in two of the company cafeterias and solicited participation in the study in exchange for a free lunch.  Participants first completed a questionnaire that had them list whom they interacted with the most at work.  Participants were then given a print out of their social map, with their names in the middle and the 39 most similar people placed around them.  We then asked people to compare who was on the map to the list of 15 close coworkers they had created.
2.1.2 Results

We expected that if our similarity value measured who knows whom, or who was closest to the focal person in the corporate social network, the people they worked with the most should appear on the map.  We had participants list the 15 people with whom they most regularly interacted at work.  Next to each name, they indicated how regularly they interacted with that person, and the similarity of their job types.  We then had participants indicate which of the 15 people appeared in the map of the 39 most similar people.  
On average, 63% (SD = 27%) of the people they listed were in the map.  A within-subject’s comparison shows that for the 39 most similar people, the similarity value for people on the user’s list of 15 closest coworkers (M = .58) was much higher than the similarity value for people not on the user’s list (M = .45), t(43) = 10.84, p < .001.   An examination of the proportion of people on the users’ list depending on the rank order of similarity (where 1 = most similar and 39 = least similar) suggests that one could reasonably infer that the user works closely with the 6 nearest people on the map.   See Figure 3.
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People on map who are most similar to the user tended to also be on the user’s list of coworkers.

Figure 3.  Proportion of people on automatically generated map who are also on user’s self-report list of coworkers, by rank of similarity to the user.
We also had people indicate on the maps whom they would cross off their map as not belonging in their social network, and whom they would add.  We found that on average people tended to take out 9.4 people (out of the 39), and add 2.9 people.  A within-subject’s comparison shows that for the 39 most similar people, the similarity value for people crossed off the users’ maps (M = .42) was much lower than the similarity value for people not crossed off the users’ maps (M = .52), t(39) = 8.87, p < .001.
     An examination of the proportion of people who were crossed off depending on the rank order of similarity indicates that the most similar people did not tend to be crossed off the map, rather the people on the periphery of the map tended to be crossed off.  See Figure 4.  
People on map who are most similar to the user were not crossed off map as not belonging.
Figure 4.  Proportion of people on automatically generated map who are also on user’s self-report list of coworkers, by rank of similarity to the user.

We further wanted know if other people would be able to get a sense of who might be a good person to talk to in place of the focal person from the maps.  To answer this question, we asked our participants if they were on a vacation whom would they list as their primary contacts in their absence.  People on average listed 2 contacts, and across users we found that 99% of those contacts listed were in their maps.  An examination of the primary contact’s rank order of similarity to the focal person shows that 23% were the most similar to the focal person, 72% listed were within the 5 most similar, and 98% were within the 10 most similar.  Thus generally the person most representative of the focal person in the organization is very close to the focal person in the map.

We asked participants to subjectively rate the accuracy of their map on a scale of 1 to 7.  On average, participants reported that the maps were neither accurate or inaccurate (M = 4.1).  Generally, we found the more accurate the map, the more people liked it (r = .63, p < 01).  
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We asked people to explain inaccuracies in maps through an open-ended question at the end of the study, and found several causes.  First of all, in maps of 39 people, an average of 10 tended to be people the participants did not recognize (most of whom tended to be on the periphery of the map, see Figure 4).  This affected their ratings of the accuracy of the map.  Secondly, a few people reported having experienced recent organizational or job changes, so their data was out of date.  The company has frequent organization restructuring, which would not be reflected in the map until mailing lists expired, which would take up to six months.  Third, a few people indicated that the bulk of their working relationships were with people outside the company, who are not represented in the company’s employee directory.  Finally, a few people indicated their positions entailed interactions with people in short-term relationships that would not be captured by mailing list memberships.

 We unexpectedly found in that several users were made uncomfortable by our ability to infer their social networks from publicly available mailing list data.  When explaining why they did or did not like the map, five users (10%) spontaneously stated they found the map very disturbing.  “It was weird”.  One user labeled the map a “snooping tool”.
2.2 Conclusions 

We developed a measure of similarity between people in a corporate environment based on their tendency to co-occur in public mailing lists.  We conducted a user study to assess whether the measure would provide a reasonable approximation of who knows whom in the corporate network.  We found that the similarity value was a strong predictor of whom they most worked with, and whom the users thought belonged on their social map.  The majority of the people the users listed as most important in their social networks appeared on their maps, and their primary contacts always appeared on the map within the 10 people nearest to them.  The map was inaccurate for those with recent changes in their organizational structure, and for those for who rarely used mailing lists. 
As we found that co-memberships in mailing lists adequately indicates that two people actually know each other, especially for the 20 or so most similar people, we might then use that information to facilitate users in seeking out and sharing information with others near them in their corporate social network.  

In the next section of this paper, we explore whether a tool that shows relationships between people based on our co-memberships in mailings is likely to meaningfully impact how people share information in the corporation.
3. POINT TO POINT
We developed a tool, Point to Point, to allow users to explore how they are connected to others in the corporate network through an interactive map.  Point to Point allows users to answer the question “how am I connected to person X”?  Although people are increasingly comfortable with the social network metaphor and using it navigate through information spaces, online systems that provide visual overviews of social networks tend to be difficult to interpret, particularly when users are exploring an unknown social space.  The relational information about who’s connected to whom loses much of its meaning when the user does not know anyone in the space.  

We expect that rather than wanting to see people in their own social context, users care most about how others relate to the self.  Relative distance from each other in the social network, relative social status in the network, and the presence of overlapping people in their social contexts will have a meaningful impact on the likelihood of seeking out or sharing information with someone.  For example a person is probably more likely to seek out information from a friend of a friend than from a stranger.  The key goal of the Point to Point tool is to highlight for users how other people’s social contexts relate with their own.  
In line with these goals, Point to Point provides a graphical visualization of the immediate social context of two people, how their social networks overlap, and then how they are connected through standard hierarchical structures found in organizational charts.   See Figure 5.
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Figure 5.  Underlying structure of the Point to Point visualization.  Each person is an end point, connected to each other formally through the management chain, and connected to each other informally through email mailing lists.

3.1 Implementation 
The Point to Point application collects mailing list and organizational data from public servers and calculates a measure of similarity between pairs of people as described in the previous section of the paper.  Point to Point then a) selects people to place on the map, b) visualizes overlapping social networks, and c) provides features that allows users to interact with the map.  Our prototype is built using C# on .NET, SQL Server, and Active Directory. 
3.1.1  Selecting People

Point to Point integrates hierarchical information found in organizational charts with the more informal social group information found in email mailing lists.  Toward this end, the algorithm builds on the similarity measure and selects four specific sets of people to place on the map.

First, the map shows the two people being compared, the endpoints.  (See Point A and Point B in Figure 5.)  It is generally expected that one of these endpoints will be the user, and the other endpoint will be the user’s object of interest.

Second, the map contains the sets of people most similar to each end point (see PointA Social Context in Figure 5).  This provides the individual social contexts of each endpoint person and is usually representative of the people the end point works with the most.  We select the ten top ranked people according to their similarity to the end point person.  The inclusion of this group can be turned off by the user.

Third, the map contains the set of all people in the management chains of both end points.

Finally, the map contains the set of people most similar to both end points – their overlapping social context.  (See Overlapping Social Context, Figure 5.)  All of the people representing the overlapping social context are only one step removed from either of the end points, on the assumption that a friend of a friend connection is much more meaningful than a more distant relationship.  As such, the most important overlapping people are determined by sorting the product of network similarity values of the two points.  (Thus anyone who has no connection to either of the endpoints is removed.)  Using the terminology of shortest paths, we define the length of a path between two people as the product of the similarity measures of the connections between each pair of people in the path.  The connecting people are placed on the map, and we select the ten top ranked people according to the path length.

3.1.2 Visualizing Overlapping Social Networks

As in standard graph visualizations Point to Point represents people as nodes in a map of interconnecting lines.  However Point to Point imposes additional constraints.  See Figure 5 for an overview of the underlying structure.  The visualization places the user in the upper left corner of the screen (Point A, Figure 5), and places the people most similar to the user around him or her.  The person of interest is placed in the bottom right of the screen (Point B, Figure 5), similarly embedded in his or her own social context.  The management chain connecting the two points is rendered in the upper right hand corner of the screen, and the overlapping social context is placed in between the two points.

Point to Point uses the spring model of Kamada and Kawai [12] to minimize the error between the similarity between every pair of people and the distances between that pair within the visualization.  The two end points are constrained to opposite corners of the screen (See Figure 6), the top of the organization chart is constrained to the upper right hand corner, and the spring layout algorithm places every other person such that the screen distance appropriately represents the similarity among all pairs of people. 

The shared people naturally move to the center of the screen between the two endpoints, and the context people naturally move closer to the endpoint to which they are most similar.  The names of representative email mailing lists are drawn in the background for the two end point social contexts (see “group1” and group2” in Figure 6) and the overlapping people (see “group3”) to explain the relationships among those smaller groups of entities.  The representative email mailing list for a group of people is determined as the smallest mailing list that contains most of the members of the group of people.  The representative email mailing lists for the end points’ social contexts are often their most direct work groups or project teams.  The representative email mailing lists for the overlapping social context generally help clarify to the user why the shared people were selected as the connection between the endpoints.

[image: image6.png]Alohn Doe

John Doe
Product Planner
Product Planning Group

Reports =2

Groupl (3)
Planning Group2 (6)
Other Group4 (1)

3| Planning Groups (16)

2




Figure 6.  The Point to Point visualization.  PointA and PointB are the two end points.  The management chain is drawn with a darker green line.

A line is drawn between a pair of people if the similarity meets a particular tolerance, if there is a management relationship between the two people, or if the one of the pairs is among the top three strongest connections between the end point people. 

If the two end points have no connection other than through their management chain the map is empty in the middle.  See Figure 7A.  If two people have a few informal connections through their email mailing lists, the middle of the map becomes populated.  See Figure 7B.  If two people have entirely overlapping social contexts, usually because they belong to the same work group, all of the context people cluster in the middle of the map.  See Figure 7C.  Thus it only takes a glance at the Point to Point visualization to gain a sense of the similarity between any two people.

3.1.3 Interaction with the Network

Point to Point was designed to facilitate the process of exploring a social network, to help users see people in their social context and understand how a particular person is connected to the self. Toward this end, the application provides several methods for exploring the social network, many of which leverage popular web browsing idioms.  The navigation transitions are smoothly animated allowing the user to visually comprehend the dynamic nature of the network.

There is a text entry box for each end point to search for people or projects.  If the search succeeds with a specific person, that person is placed on the appropriate corner of the map.  If the user searches for a mailing list, the mailing list member that is highest within the organizational chart is used to connect the group to the social network.
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Figure 7.  The Point to Point visualization with varying levels of overlap between the two end points, showing at a glance similarity between endpoints.
.

The user may activate the “Point to Me” command on any query person.  As its name suggests, this option allows the user to switch the map such that they are one end point person and the query person is the other end point person.  The user may navigate through the history of their exploration through back, forward, and home buttons.  The user may also drag and drop any name from the map to generate a new map involving that person.

Users may learn more about people by interacting with the network.  The user may explore for more information about a person by mousing over that person’s name.  A tool tip appears that shows the person’s title, group, the number of their reports (indicating organizational hierarchy), and the mailing lists to which he or she belongs.  The user may learn more about how two people are connected by mousing over the line in between them.  A tool tip appears that shows if there is a management relationship, and the mailing lists they have in common.  See Figure 8.  Users may also initiate an email by double clicking on a name.
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Figure 8.  Mousing over a person activates a tool tip that shows information about that person (left).  Mouse over connecting lines shows how two people are connected (right).

4. USER STUDY

We conducted a user study to test whether the social distance information found in the Point to Point application would meaningfully impact the user’s knowledge seeking and sharing behavior.  
We first expected that viewing a person in his or her social context, and seeing how that person relates to the self, would have an impact on the impressions formed about that person, particularly how similar they seem to the self.

We also predict that people will be more likely seek out meetings or accept meetings from others who are closer in the network, have higher management status, and have some connection to the user through the email mailing lists.  We further expected that status information would interact with who initiated the meeting, such that people will be more likely to request a meeting from a person who has lower organizational status but accept a meeting from someone with a higher organizational status.

McDonald [15] conducted a similar, qualitative study of whether expertise recommendations that incorporate social network information such as social distance from the user could improve the quality of expertise recommendations.  He found that users reported some reservations about using social network similarity for expertise recommendations, because the best experts may be suppressed.  We expect, however, that people’s explicit goals of finding the most expert person may contradict people’s implicit goals of finding someone with whom they are comfortable interacting and want to build a collaborative relationship.  Thus an important goal of our study of Point to Point is to explore what features of social networks have a meaningful impact on people’s decision-making about whom they are likely to interact with.

4.1 Participants

[image: image9.emf]Relative Status

0

2

4

6

8

10

12

Overlapping People

0

0.5

1

1.5

2

2.5

3

Unchosen

Chosen

Organizational 

Distance

10.8

11.1

11.4

11.7

12.0

12.3

12.6

12.9

17 company employees (7 female and 10 male) completed the study in exchange for a coffee coupon.  Participants were on average 33 years of age, had worked at the company for an average of 5.4 years, and had either program management positions (8 people) or software development and testing positions (7 people).  9 of the participants were not managers and 8 were managers of at least two people (M = 3.8).
4.2 Procedures

Participants completed the study within their own offices, following a series of structured tasks at the direction of the experimenter.  The first task was to complete a questionnaire that asked for basic demographic information, and then how participants currently learned about other people in their organization.  Participants then installed the Point to Point application on their desktop computer.  They were instructed in its use, and given an opportunity to explore the application. 

In order to explore the impact the Point to Point map had on impression formation, the first structured task had participants look up six people using Point to Point, and then rate each person on personality dimensions using a 7-point Likert scale, including  likeability, competence, expertise, and similarity to the self.  We also asked to what extent they would accept a meeting request from the person or hire the person.  Ratings were aggregated for each item for each participant.  For half of the participants, the map connections were turned on, and for half the participants, the map connections were turned off.  In both conditions the participant could view the basic profile information available. 

In order to assess whether variability in the Point to Point map had an impact on whom people might decide to meet, we had participants complete a series of 16 choices, deciding between two people whom they would most likely want to meet.  For eight of the choices they were instructed to imagine they would be sending a meeting request because they wanted to learn more about that person’s project.  For eight of the choices they were instructed to imagine they had received meeting requests from two people.  The 32 stimuli names were randomly selected from two sets of names within the corporation—managers and individual contributors—to ensure some choice pairs had differences in management status.  We also ensured that they were co-located with the study participants.  The order of the two sets of eight pairs (sending vs. receiving) and the stimuli names for each set were counterbalanced.  

Participants then completed a questionnaire in which they indicated what features impacted their choices, and then finally they provided general feedback for the application.

4.3 Results

4.3.1 Preliminary Questionnaire

In the preliminary questionnaire, we first asked people about their use of email mailing lists.  People reported on average actively using 10.3 email mailing lists, through which they interacted with on average 65 people.  This matches what we found through our analysis of the mailing list data reasonably well, where we found an average of 11 mailing lists per person, and suggests that most mailing lists are reasonably active.  

We then asked participants how they currently seek out information about unknown people.  Over 50% of participants reported meeting someone at the company they did not already know once a week or more.  Participants listed the three most common methods they used, and rated each method by how often they used them. See Table 1. 100% of the people said they used the company’s email address book to find a person, which has a profile with contact information for each employee, with job title, group, manager and direct reports.  Secondary sources for learning about unknown people were searches of company internal web pages, word of mouth, and org-charts.

Table 1.  How people currently find information about people and groups within their corporation.
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When trying to learn more about projects or groups, people primarily used web searches or word of mouth.  Although people reported having somewhat adequate knowledge of people and projects within the company for their job (M = 4.7, SD = .86, where 1 = not at all and 7 = extremely so), they also reported on average being somewhat frustrated when trying to learn more about people and projects (M = 4.7, SD = 1.5).

4.3.2 Impression Formation Task

To explore the impact of the social network visualization on impression formation we had people look up six randomly selected people within Point to Point.  Half of the people had the map turned on, and half had the map off.  We expected that seeing people in their social context would increase ratings of trustworthiness and likeability, and improve the likelihood of agreeing to a meeting with that person.  However a between subjects analysis of variance show no main effect differences of presence of network visualization across all measures except similarity.  Participants on average reported that people were less similar in the presence of the network (M = 2.4, SD = .70) than in the absence of the network (M = 3.5, SD = .70), F(1, 14) = 11.66, p < .01, suggesting that in the absence of any information people tend to optimistic about how similar people are.
4.3.3 Choice Task

We explored how the network information in Point to Point might impact knowledge sharing by having participants indicate for 16 randomly selected pairs of stimuli people whom they would prefer to meet.  For the comparison task participants would place their own name the upper left corner of Point to Point, and then change the name in the lower right corner, to see how each stimuli person was related to the self.  
For each stimuli person we calculated several similarity measures: organizational distance from study participant, number of common people with the study participant, and similarity of job type. Organizational distance between two people is the number of nodes up and down the management chain between them.  On average, the stimuli people had 8.7 (SD = 17.3) reports, and stimuli people had an average organizational distance from the study participants of 12 nodes (SD = 1.4).  Surprisingly, we found only two occurrences of a stimuli person having a non-zero similarity value with a study participant (based on co-occurrence of mailing list membership).  Despite this, stimuli people had on average 1.7 (SD = 1.96) people in common with the study participants, with 39% having at least one person in common in their social networks.  We coded people’s job type and then classified each stimuli person as having the same job type as the participant or not.   30% of the stimuli people had the same job type as the study participants.     
Organizational distance was negatively correlated with the number of common people (r = -.46, p < .01) and job similarity was positively correlated with number of common people (r = .35, p < .06).   Organizational distance was also negatively correlated with number of reports (r = -.45, p < .01) such that the further apart stimuli are from participants in the management chain, the more likely they are not to have any reports.

To test the impact of each similarity measure on participant choices, we performed a multivariate analysis of variance on the four measures, with stimuli pairs’ choice status (chosen vs. not chosen) entered as a repeated measure and the choice task instructions (send vs. receive) entered as a repeated measure. We found that the chosen people had on average a higher relative status (F(1, 16) = 18.59, p < .001), were closer in the organizational management chain (F(1, 16) = 44.20, p < .001), and had more overlapping people (F(1, 16) = 4.20, p < .06).  See Figure 9.  

Figure 9.  The people chosen by participants tended to have higher status, be closer in the organizational management chain, and have more overlapping people in their social networks.
Chosen people did not overall tend to be more similar in job type.  In examining the impact of task type on choices, we found that whether participants were imagining they were sending a meeting request or accepting a meeting request had a meaningful impact, such that people were especially more likely to accept a meeting request from a high status person (F(1, 16) = 4.65, p < .05) (see Figure 10), and were especially likely to accept a meeting request from someone who had a similar job type (F(1, 16) = 5.34, p < .04) (see Figure 11).

Figure 10.  People were especially likely to accept a meeting request from a high status person.
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Figure 11.  People were more likely to accept a meeting request from someone with a similar job type.

Once participants completed the choice task, we asked them to indicate what features about a person were important to them when making their decisions.  People reported that job type and job status were most important.  Familiarity with the person or the person’s team was not as important, and number of reports and nearness in the corporation were rated as the least important features.  See Figure 12.
These self reported responses somewhat contradict our findings from the choice task, in that number of reports, distance in the organization, and overlapping people were stronger indicators of choice than similarity of job type.

4.3.4 Final Feedback
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Once participants completed the structured tasks, we asked them to provide more general feedback on the Point to Point application.  They on average reported liking it (M = 5.0, SD = 1.15), but found it somewhat confusing (M = 4.4, SD = 1.18).  Even so, they reported that they would actually use Point to Point (M = 4.6, SD = 1.97), with 53% saying they preferred it to the standard email address book.  When asked why they liked Point to Point, people said they found it valuable to see the relationships between people.  

having a visual map is important to helping me understand how I relate to others

visual, clearly see distance relationships and find connections

People thought however that the user interface could be simplified.  The lines and names tended to obscure each other and were hard to read.  Several participants requested that information such as job title be on the surface of the user interface. When asked under what circumstances they might actually use Point to Point, people generally said in preparation for meeting someone.
[image: image13.png]


Figure 12.  Self-reported importance of various features on choices about whom participants would meet (where 1 = not at all and 7 = extremely so).

5. CONCLUSION

Our primary goals were to explore whether a) we could automatically generate a user interface for navigating a corporate social network from publicly available corporate data, and b) whether the user interface would prove useful to users in finding people with whom they would prefer to collaborate and exchange knowledge.  In the first section of this paper we explore the viability of using public, corporate mailing lists to automatically approximate corporate relationships. In a user study assessing automatically generated maps, we found that frequent co-occurrence in small mailing lists provided a reasonable indication of who works with whom.  Study participants reported that they tended to work closely with up to the ten closest people in their maps, and were familiar with up to the thirty closest people in their maps.   
We then developed a tool, Point to Point, to allow users to explore a corporate social environment through an interactive map.  Point to Point was designed to facilitate the process of contacting people to seek out and share information by showing users how others relate to them through the corporate network.   The map included both organizational, management relationships, and the overlapping social context between people derived from the informal connections found through co-memberships in mailing lists.  

In our user study of Point to Point we found that distance in the management chain, social status, and informal social connections had a meaningful impact on whom users would chose to meet for sharing knowledge.   We also found that the network visualization had a meaningful impact on users' ratings of others' similarity to self, such that people appeared less similar with the presence of the visualization.  These results are consistent with related findings that show that in the absence of richer information people tend to overestimate how similar they are to people, or how much they like them [22].
Although people reported using similarity in job type to make their choices, job similarity had no impact on actual choices. These results suggest that people attend to social contextual information such as relative status more than they realize or are willing to admit.  Status and similarity of job types had an especially strong impact when participants were considering accepting meeting requests, as opposed to when they were considering sending meeting requests.  People are more likely to provide help to high status people and people with similar jobs than they are likely to request help. 
Our findings highlight that it is important to incorporate social network, social status, and job role information into user interfaces that are geared towards helping people find others with whom to share information in a corporate social network. People are more likely to help others who have higher status, or similar job types, or with whom they have informal social connections.  These factors should be taken into consideration when designing knowledge management and recommender systems.
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� Note 5 people did not list 15 people by name for this task, so could not be included in the analysis.  8 people did not complete the cross off the map task, perhaps because it was the last task of the study.
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